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Summary

This thesis aims to deepen our understanding of the gap in performance between humans and
machines, for the task of (automatic) image description. In image recognition, this gap has
been referred to as the semantic gap (Smeulders et al., 2000), but in image description there is
also a pragmatic component because one has to decide which parts of the image are relevant
to describe.

Chapter 1 provides the theoretical framework for this thesis, and discusses the main
research question in terms of the gap between human and machine performance.

Chapter 2 presents an overview of the di�erent properties of human-generated image
descriptions. This overview is based on two di�erent datasets of human-described images:
Flickr30K (Young et al., 2014) and MS COCO (Lin et al., 2014). A key assumption behind
these datasets is that the descriptions are objective, and don’t contain any form of speculation.
But looking at the descriptions, we find that they are very diverse (revealing the many di�erent
choices that speakers have to make when producing a description), and contain di�erent kinds
of stereotypes and biases. Thus, we have to conclude that image description data, at least in the
Flickr30K and MS COCO datasets, is subjective. Chapter 2 also coins the term unwarranted
inference for those descriptions that go beyond what can be derived from the image itself.

Chapter 3 looks at image descriptions in other languages. Specifically, this chapter looks
at the di�erences and similarities between Dutch, English, and German descriptions. Chapter 3
also describes the collection of a dataset of written Dutch image descriptions for the Flickr30K
validation and test sets. Looking at the data, Dutch and German image descriptions exhibit
the same phenomena that were described in Chapter 2 (i.e. bias, unwarranted inferences). We
can thus conclude that the image description task as it is currently construed seems to lead
participants to provide subjective descriptions. Next to the observation that Dutch, English, and
German all show signs of subjectivity, Chapter 3 also finds di�erences between the descriptions
in the three languages: speakers from di�erent countries (the Netherlands, Germany, and the
United States of America) provide descriptions at di�erent levels of specificity, depending on
their familiarity with the scenes, locations, and objects depicted in the images. This shows
that background knowledge plays an important role in human image description.

Chapter 4 looks at image description as a dynamic process. Rather than study the results
of the image description task, this chapter uses an eye-tracking experiment to study image
descriptions as they are generated. Chapter 4 describes the collection of DIDEC: the Dutch
Image Description and Eye-tracking Corpus, and provides a preliminary analysis of the data.
Evidence from speech errors shows that people produce image descriptions as they are inter-
preting the image. During this process, they make predictions about what the image is likely to
be about (again, using their background knowledge). When the predictions are wrong, speakers
self-correct to provide a correct description of the image. Finally, speakers may also make
their descriptions more precise, so as to avoid any ambiguities for the hearer. These processes
are hidden from us when we just look at the end product of the image description process,
but they provide useful information about how people actually produce image descriptions.
Furthermore, these findings again highlight the need for background knowledge in the image
description process.
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Chapter 5 provides a discussion of task e�ects on image descriptions. We know from the
preceding chapters that the canonical image description task elicits a wide range of di�erent
descriptions, that are often subjective, and that may di�er depending on the language of the
task or the past experiences of the participants. This chapter presents an overview of all the
factors that may influence the image description process (taken from Biber 1988), and focuses
on the di�erences between spoken and written language. An exploratory study shows that
spoken image descriptions may di�er from written image descriptions: spoken descriptions
are likely to be longer, contain more adverbs, pseudo-quantifiers, and allness terms, and
speakers are more likely to “show themselves” in their descriptions (as evidenced by their use
of self-reference terms and consciousness-of-projection terms).

With Chapters 2–5, this thesis provides a general impression of human image descriptions.
In short: they are diverse, often subjective, and regularly show signs of (pragmatic) reasoning
and participants’ reliance on background knowledge. The second part of this thesis (chapters
6 and 7) provide an indication of the current performance of automatic image description
systems.

Chapter 6 provides a general introduction to automatic image description systems, and
how they are typically evaluated. Its main contribution is an in-depth error analysis of the
output of a well-known image description system (Xu et al., 2015). Chapter 6 shows the
di�culty of categorizing flawed image descriptions, because they are often ambiguous in the
sense that they can be interpreted as being the result of di�erent kinds of mistakes. Regardless
of the exact nature of these errors, it is clear that the mistakes that the model makes are unlike
the mistakes that any human would make.

Chapter 7 aims to characterize the diversity of the descriptions generated by humans and
machines. The chapter provides an overview of the existing ways to measure diversity, and
presents several additional metrics (both generally applicable metrics, as well as metrics that
are specifically geared to image description). Chapter 7 shows that human-generated image
descriptions are much more diverse than automatically generated image descriptions, and that
GAN-based systems seem to produce more diverse descriptions than models trained without an
adversarial objective. The takeaway from this chapter is twofold. First, it tells us that diversity
is a multifaceted property that can and should be measured in di�erent ways. Focusing on
only one diversity metric means that you lose sight of other aspects of diversity. Second, this
chapter shows us that there is still much room for improvement in the generation of more
diverse (and thus more human-like) image descriptions.

Conclusion. As a whole, this thesis provides a more thorough characterization of the
problem of how to generate image descriptions. Looking at the subjective nature of human-
generated image descriptions, it seems clear that we probably shouldn’t want machines to copy
all human image description behavior. But then the question arises: what should automatically
generated image descriptions look like? As with most scientific questions, the answer is:
it depends. This thesis makes two suggestions: 1. Take the cognitive complexity of the
descriptions into account. If you want to develop a system that produces descriptions that
require high-level reasoning (for example, descriptions containing negations), then the system
architecture should support this kind of reasoning. Alternatively, you could also choose to
focus on easier descriptions. But whatever you choose, it should be a conscious choice. 2. Talk
to the users (for example, blind or visually impaired people, or users of virtual assistants such
as Siri or Alexa), identify their needs, and develop image description guidelines to match their
needs. Future research should (continue to) try and understand users’ needs, and be honest
about what image description systems can and cannot do. This requires a deep understanding
of the linguistic aspects of image description, for which this thesis provides a starting point.


